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An introduction to Natural Language Processing (NLP) text mining   

Jeff Nauss, Senior Application Specialist, Linguamatics

Using computational algorithms based on Natural Language Processing (NLP), text mining identifies, extracts, 

synthesizes and analyzes relevant facts and relationships that provide directly relevant information to answer your 

questions. For example; finding more than just a simple co-occurrence of terms, NLP can be used to extract precise 

relationships such as a gene having a direct bearing on a disease.  

This presentation will give you an overview of NLP text mining so you can understand how NLP text mining works 

and how it can be used across multiple applications across the life sciences and healthcare organizations. The talk 

will provide insight into the types of data that can be text mined and how an innovative federated approach allows 

you to mine multiple data sources, which could be located across internal servers or on the cloud and get back 

comprehensive results to help make better decisions.

Extracting conclusions and interpretations from internal preclinical safety reports using I2E                   

Wendy Cornell, Retired, Merck

Safety assessment studies are a key element of the drug development process and the results of these experiments 

help determine whether a compound will progress in the pipeline. Much of the data generated in these studies are 

captured in structured format, however, a significant amount of unstructured information is captured in written reports 

that describe expert conclusions and interpretations. This unstructured information represents a rich body of knowl-

edge which, in aggregate, has potential to identify capability gaps and evaluate individual findings on active pipeline 

compounds in the context of broad historical data. We describe the development of a natural language processing (NLP) 

workflow to extract conclusions and interpretations from Merck’s large corpus of internal reports using the Linguamat-

ics I2E software and the integration and analysis of the data using the ANZO platform from Cambridge Semantics. 

 

Using advanced NLP to improve patient care, reduce costs & enhance population health 

Simon Beaulah, Director, Healthcare Strategy, Linguamatics

The rapid growth of electronic health records (EHRs) provides an abundant source of valuable data, with the potential 

to discover insights about patients and their response to treatment. However, with up to 80% of the richest information 

within the unstructured text, hospitals and medical researchers need better ways to leverage this vital information. 

Natural Language Processing (NLP) can be used to power clinical risk models, extract information from medical 

documentation, and match patients to clinical trials. This talk will look at these and other use cases that enable I2E 

to add value to EHRs, and how Linguamatics is supporting this vital area.



 

Creating a disease registry using Iterative Interactive Enrichment (IIE) of NLP queries shared across 

institutions                 

Joyce Niland, Chief Research Information Officer, City of Hope & Rebecca Ottesen, Biostatistician, City of Hope

Access to data is essential for making clinical care and treatment decisions for patients. City of Hope (COH) 

has created an institutional Disease Registry to streamline the process of obtaining data from internal 

databases and the patient Electronic Medical Records (EMRs) used for research and informing clinical care.  

This registry is a critical investment in order to conduct genotype-phenotype research, tissue correlative analyses, 

outcomes research, and assess quality of care.  A major undertaking of the registry is to obtain analyzable data from 

EMRs where patient data are collected in both structured and unstructured forms. Human data abstraction for all fields 

is unreasonable due to time and cost constraints, therefore, Natural Language Processing (NLP) applied to unstructured 

data facilitates the collection of key data elements, allowing abstractors increased time to collect more complex data.  

 

Abstracting data via NLP is a goal of many major cancer centers, and we sought to leverage and contribute to 

the work being done by Linguamatics and the Huntsman Cancer Institute (HCI) in developing queries to identify 

immunohistochemistry (IHC) marker results from unstructured pathology dictations on malignant hematology patients. 

The queries developed in Linguamatics’ I2E platform were shared with COH, to assess their exportability from one 

institution to another. Linguamatics, COH, and HCI applied an IIE process through several phases to improve the IHC 

queries while sharing the improvements between institutions.  Precision and recall were measured for each phase to 

assess the completeness and accuracy of information extraction, and to identify the most critical NLP features that 

impact these results.

Real world data… where does text analytics fit in?

Tony Sheaffer, Senior Director, North American Sales, Linguamatics

If you check out Google trends for the phrase “real world data” you’ll see that this first appeared in 2012 - and yet 

there’s a real buzz right now about real world data. In pharma and healthcare, understanding the real world impact of 

therapies on patients is critical. RWD can shed light on real-world clinical effectiveness, on safety profiles of products 

across a broad patient community; and also be used to assess patient-reported outcomes, to understand product 

reputation management, for key or digital opinion leader engagement, and more. However, many RWD sources 

contain unstructured text, which prevents easy analysis. We will demonstrate how I2E text analytics is essential to 

unlock the value from RWD such as social media, EHRs, clinical guidelines, and customer call transcripts.

Easy access to full text articles for text mining: a new service, a new era                  

Duncan Selwood, Linguamatics & Chris Hilbert, Copyright Clearance Center

Researchers struggle to gain access to full text articles for text mining. When they do get the full text they must 

contend with multiple formats and inconsistent license terms – all of which inhibit text mining efforts. To address 

these issues, Copyright Clearance Center (CCC), parent company of RightsDirect, has partnered with Linguamatics 

to make it easier for I2E end users to obtain and index full text XML articles from multiple scientific publishers. This 

collaboration has led to the introduction of a new service to make high value data sources available for information 

analysis through text mining. In this presentation we will talk about CCC’s new XML for Mining service, the integration 

with Linguamatics’ I2E and how the combined solution improves the results of text and data mining queries, reduces 

costs and mitigates infringement risk.


